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Introduction

Visual object recognition is a classification task that assigns a be-
haviorally relevant label to a region of an image. It is one of the
most important functions carried out by the human visual system,
Understanding how it is achieved is almost as great a task as un-
derstanding visual processing in its entirety (Marr, 1982; Uliman,
1997; Rolls and Deco, 2002). Object recognition is a special case
of PATTERN RECOGNITION (g.v.) in which the pattern to be classi-
fied is a two-dimensional (2D) projection of a three-dimensional
(3D) structure, The 3D structure in question can be a single object
(e.g., a car), an arrangement of objects (a convoy of cars), or even
a space surrounding the observer (the interior of a car). For the
same object, the assigned labe! depends on the task. A car may be
recognized as “an obstacle” (along with garbage cans, lampposts)
when one tries to maneuver through parked cars or “an approaching
hazard” when one tries to cross the street. The level of classification
also varies. An object can be recognized at what cognitive psy-
chologists call the basic level (e.g., "a car”), a coarser superordi-
nate level (“a vehicle"), or a finer subordinate level (*VW Beetle™),
In general, object recognition is a mapping, G:{x} = {c}, from a
set of input images {x} to a set of task-dependent class labels {c].

Ideally, the mapping should be achieved by selecting the class label
¢ € (¢) that best explains the image in a probabilistic sense (i.e.,
by maximizing the posterior probability Pr(clx); see BAYESIAN
NETwoRKS). The challenge lies in the fact that the 2D image of a
3D structure changes dramatically under different imaging condi-
tions; variations in lighting, position of the observer, presence or
absence of other objects in the foreground and background, etc. A
theory of object recognition must thercfore explain (1) how a sys-
tem may retain constancy in object classification in spite of large
image variability, and (2) how such a system may learn and gen-
eralize, Among all the varying imaging parameters, the one that
has received most attention is viewpoint, i.e., viewing position and
direction of the observer relative to an object.

In this article, we review a number of computational theories of
object recognition. The review, which is neither exhaustive nor
comprehensive, is meant to show a broad range of the approaches.
Space limitations prevent us from discussing the psychological va-
lidity of each approach—a difficult issue that is hotly debated. We
emphasize computational theories over their neurological imple-
mentations, relying on other articles in this Handbook to bridge the
two (see OBIECT RECOGNITION, NEUROPHYSIOLOGY; OBJECT
STRUCTURE, VISUAL PROCESSING). Our discussion of the compu-
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tational theories of object recognition leads to a language of deci-
sion complexity, which we will use to characterize the trade-offs
chosen by each theory. We will argue that a general-purpose object
recognition system, such as the human brain, must be able to rep-
resent an object in multiple ways, and we outline a computational
framework for such a system.

Matching: A Core Operation

Object recognition is about matching an input image (2D array of
luminance and chromaticity values) to a stored representation of
an object. A very rudimentary form of object recognition is tem-
plate marching performed at (or near) the image level, in which an
input image is matched pixel to pixel to a set of stored images. The
input image may be preprocessed to reduce the variability in lu-
minance, size, 2D position, and/or image-plate rotation, A degree
of mismatch is computed with some knowledge about the noise
processes in image acquisition and preprocessing. For example, the
commonly used mean-square error, or L2-norm, between an image
and a stored template is appropriate if the imaging noise is an
identically and independently distributed Gaussian in pixel value.
A match is found when the degree of mismatch is less than some
threshold.

The obvious advantage of image-level template matching is that
little preprocessing is required, and few assumptions about the util-
ity and detectability of certain image features are needed to trans-
form the input image into a template. On the other hand, small
variations in imaging conditions, such as changes in viewpoint or
illumination direction, can produce a large mismatch between an
input image and a restored template. As a result, image-level tem-
plate matching methods are of little use for general-purpose object
recognition. :

On the other hand, it is not difficult to see that template matching
is at the core of every object recognition theory, Superficially, the
final decision stage that matches a processed input to a stored rep-
resentation of an object is a template matcher operating at the level
of the representation. A more fundamental role of template maich-
ing can be seen as follows. Let v.(g) be a view of object ¢ in some
representation, where g is a vector of imaging parameters (i.e.,
viewpoint, illumination, occlusion, etc.). The posterior probability,
Pr(clx), of object ¢ being present in the image x can be expressed
in terms of all the possible views of ¢ by integrating over the ge-
neric variable g. With Bayes's rule, we have:
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where p(v.(g)) is prior probability density of a view, p(xlv (g)) is
the likelihood of v(g) being the cause of the input image x, and
p(x) is the probability density of seeing the input image x, which,
for our purposes, is simply a normalization constant independent
of ¢ and g. The decision rule that is most accurate on average is to
select ¢ that maximizes Pr(clx). That is,

arg max Pr(clx) = arg max ‘Lp(.a:lvl.(g)]p(vc(g))dg (2)

If the view v(g) is represented as an N-pixel image, the likeli-
hood function p(xlv(g)) is simply the probability density function
describing the imaging noise. For example, if the imaging noise is
an identically and independently distributed Gaussian pixel noise,
then p(xiv.(g)) = 1/(a,2m)" exp(—|lx — v.(@)|*26?). The L2-
norm term |lx — v.(g)[? in the exponent represents image-level
template matching. In other words, object constancy could in the-
ory be achieved with image-level template matching, provided one
has the space and time to store and compare the input image against
all views of all objects of interest (or according to Tjan and Legge

[1998], a large but finite set of random views would suffice). More-
over, the decision rule of Equation 2 evaluated at the image level,
with unlimited memory for object views, achieves the theoretical
maximum in average accuracy.

Theories of Object Recognition

Theoretical ideals notwithstanding, if object constancy is to be
achieved practically, a visual system must explore regularities in
the mapping between an input image and the intended output label.
This is often done in two steps. First, photometric and geometric
regularities inherent in the image-formation process are explored
by extracting image features that remain constant (or nearly so)
with respect to changes in imaging conditions. The extracted fea-
tures then form a representation of the input. Second, this repre-
sentation of the input is compared (o the stored representations of
different objects to identify a match. This decision process explores
the statistical regularities inherent in the mapping between the rep-
resentation (as opposed to the input image) and the output label.
Theories of object recognition differ in their respective emphases
on the representation or decision step. In their succinct discussion
of the computational theories of object recognition, Trucco and
Verri (1998) mentioned two general approaches to object recog-
nition. If a system constructs a representation that does not vary
(i.e., is invariant) with respect to imaging parameters but is suffi-
ciently discriminating to tell one object from another, then the de-
cision step will be relatively trivial. This type of approach is re-
ferred to as being invariant based. However, finding features that
are both invariant and discriminatory is often difficult. The alter-
native is to rely less on an invariant representation and more on
statistical inference to implicitly capture the regularities between
the stimuli and the output labels. Because such an approach often
makes object decisions using a representation closely resembling
the input image, it is termed appearance based. A third type of
approach, which does not fit neatly into either category described
by Trucco and Verri, is to store a 3D model for each object. Rec-
ognition proceeds by trying to align a 3D model to match the input
image. We will refer to this type of approach as model based.

Invariant-Based Object Recognition

For an invariant-based object recognition system, the primary ob-
jective of visual processing is to extract and construct features that
are constant relative to imaging conditions. For example, the pres-
ence of an edge often signals a discontinuity in surface orientation,
mostly independent of lighting conditions, Hence, edge detection
and contour formation are often proposed as the first steps of visual
processing. The position, orientation, length, and curvature of a
contour, however, vary with respect to an observer’s viewpoint,
Quantization is sometimes used to gain an additional degree of
invariance. Within sensory acuity, many edges appear straight.
Classifying the curvature of an edge as “straight” or “curved”
makes the (qualitative) curvature of an edge invariant to viewpoint.
Quantization represents a trade-off between discriminability and
invariance, For example, a circle could not be discriminated from
an ellipse if edges were classified solely as either straight or curved.

Another important means to attain invariance is to form com-
pound features from elementary ones. For example, if there exist
four identifiable points, P|, . . . , P4, on a straight edge (perhaps
due to surface markings), then the cross ratio, defined as (IP, —
Pyl - IPy — PY(IP, — P5l - IP, — Pyl), is a quantity invariant to
viewpoint under perspective projection (Duda and Hart, 1973). The
cross-ratio of four collinear points can therefore be treated as a
discriminating “feature” invariant to viewpoint. Other invariants
based on configurations of points, lines, and conics have been pro-
posed for the purpose of object recognition (Mundy and Zisserman,














